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Motivation
@ Generative Al is transforming medicine, education, marketing, etc.

@ Can methodologists get some help from GenAl too?

How can statisticians use LLM to improve their causal
inference research? Give me a short answer.

@ Statisticians can use LLMs in causal inference research to streamline literature
reviews, design experiments, generate code for models like propensity scores
or DAGs, perform robustness checks, and simplify complex causal
explanations. LLMs also help visualize causal relationships, automate
sensitivity analyses, and translate findings into actionable insights.




GenAl-Powered |nference (GPl) (Imai and Nakamura, PNAS 2026, JASA in-press)

@ Causal inference framework for unstructured data (text, image, video, etc.)

@ leverage a GenAl model to (re)generate the unstructured data
@ extract its internal representations
© estimate feature-specific causal effects using extracted representations

@ Advantages

© representations contain afl the information of generated objects in a low-dimensional format
@ use neural network to avoid functional-form assumptions
© asymptotic statistical guarantees with good performance under moderate sample sizes

@ Applications

@ text features as treatment
@ image features as treatment
© video features as treatment {arXiv preprint)
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Motivation: Video-as-treatment

@ Video is a dominant medium of modern communication

@ How do we conduct causal inference with video?
@ Standard approach:
@ dassify videos into treatment and control groups based on features of interest
@ randomly assign viewers to videos
© compare viewers' reactions to treated and control videos
@ Challenge: treatment features are confounded with many other visual and auditory features
@ How can we identify the causal effects of specific video features?
@ How can we estimate their dynamic effects on viewers' reactions over time?
@ To our knowledge, no causal inference method is available for video features
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Empirical Application: Presidential Campaign Advertisement

@ How does the candidate's appearance affect a voter's real-time evaluation?

@ Data: 2020 campaign videos from the Wesleyan Media Project Watch for this candldate on the screen:
« 849 videos (10-120 seconds; median: 30 seconds)
+ Joe Biden (389 videos) / Donald Trump (128 videos)

A DICEN, JOE
@ Treatment feature: candidate appearance

¢ online survey conducted on Prolific

asked respondents to press the "R" key when candidates appeared
each video coded by up to five coders

videos divided into 5-second segments

a segment is "treated” if a majority of coders identify the candidate
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Real-time Evaluation of Campaign Advertisement

@ separate online survey conducted on Prolific
(N = 1,108)

@ randomly assign videos to respondents

@ respondents continuously evaluated the candidate using a
feeling thermometer (0-100)

@ dial positions were recorded throughout the video

@ each respondent rated on average 9.81 advertisements

Rate the candidate :Ivho sponsored this
ad:

Danald Trump
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Methodological Challenges

@ High-dimensionality of videos
@ even a short video contains many audiovisual features
% pre-trained embedding is less developed for video data and its quality is unknown

© Confounding by other video features

¢ candidates do not appear in ads randomly
% e.g., candidates are more likely to appear in ads with positive emotions
% random assignment of videos is not enough

© Dynamic real-time outcome
+ viewers' current evaluation might depend on any of the previous frames

@ unknown carryover effects

Can we estimate the causal effects of video features on real-time responses?
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Setup: Segmenting Videos
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X;: videos assigned to individual /

Xi: s-th segment of video assigned to individual 7

Si: length of video segments assigned to individual i (assumed to be fixed for now)
Yis: outcome of respondent i at segment s (e.g., voter evaluation)

Yis(x1,:++ ,x:): potential outcome for individual i at segment s

¢ & & o O @

Wis: treatment feature of videos assigned to individual i at segment s
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Assumptions

@ Consistency: Y = Yis( Xi1, -+, Xis)
© Random assignment of videos: Yi(x1,---,x5) 1L X;

© Treatment Feature: known, objective feature in X

Wis = gw(Xis) € {0,1}
@ Confounding Features: unknown, objective features in Xis for the outcome Yy
U = gl (xs)

for s < s’ where dim(Uf:FJ} < dim(X)
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Q@ Sequential Separability:

Yis(xi,-.. %) = Yislgw(x). 85 (x1). ... gw(xs). 85 (%))

UD (1,230 1) = U (gw(x) 80 (%), gw(xe1),85) (% 1))

# we can intervene on the treatment feature while holding the confounding features constant
s implies independence of support (i.e., positivity given confounding features)

S =We xuls)

where SE:,B._S = {(gw(x),.gl(_;j)(x)) IXE Xs} .

@ Factorized deterministic decoding for a GenAl video model
5
P(X; | hy(R)) = [ P(X:s | hy(R:s))

s=1

P(R; | P;)

where Rj; is the internal representation of X and P; is the input to the diffusion model
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Reproducing Video Data from Generative Al (NVIDIA Cosmos Tokenizer)
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Summary of Assumptions
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Stochastic Intervention

@ High-dimensional data -~ violation of overlap assumption
@ Want our counterfactuals to be close to the observed data
@ Stochastic intervention: for each segment s,

q {tﬁ W 1) o ‘gsps(ws—l}
e l ‘Esps(ws—l} +1- Ps(ws—l),

where ps(Ws—1) =P(Wi =1 | W;s 1 = Ws_1,5 > s) is the treatment probability
« a greater value of 4, (odds ratio of g, vs. p.) — higher assignment probability
% g. intervenes only when possible, given the treatment history
@ When p.(W._1) = 1, then intervention g. always assigns 1
¢ When ps(W:—1) = 0, then intervention gs always assigns 0

ds € (0, 00)

@ Bounded overlap assumption: There exists ¢ > 0 such that
Ts(Ws_1,Us) = c- ps(Ws—1) and 1 —my(ws 1.05) > c-(1— ps(ws_1))

for all Ws—1, Us, s, and i, where 75 is the propensity score
@ Similar to Kennedy (2019) but marginalized over confounding features
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Causal Estimand

@ Average potential outcome for each segment under stochastic intervention:

st(Wfl =wp, ..., Wi = Ws) H dQs"(Ws‘iWs'—lsds'} .

s'=1

v, (5) :=E

Vs

where § = (d¢,--+,d5 ) and

* - Sinan

— Py wsdsps(Ws 1) + (1 — we)(1 — ps(Ws 1))
dQS( e ws_l,dSJ N Esps(ws—l} +1- Ps(ws—l) l

@ We can identify W, by adjusting a low-dimensional deconfounder fs{,s)

E[Yi | Wi, £ (R1), ..., £ (Ry). S > 5]
= E[Y; | W, £(Ry), . ... £9(R,), R, S = 5]

+ a deconfounder always exists (e.g., confounding features)
¢ identification works with any deconfounder
@ direct adjustment of R leads to overlap violation
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Identification via Sequential g-formula (robins 1986)

@ Conditional mean outcome function at segment s given segments 1, ..., s under
stochastic intervention over future segments from s’ + 1 up to s:

msjst (Wer, FL(Ri1), ..., Fr (Rist )i O(s1):s)
= _[ _[ E[Y;’s |Wrs :Wmfl{sj(R;’l}:---:g{sj(Rfs}ssf =5
RSi—s' Jwsi—<

ps (W £ (R ). 27 (R))

< ] dQe(we:We—1.8:)dF(Re | Wiy = We1, 7 (Rn). -+ £)(Rie1), S5 > 5)
t=s5'+1

@ Then, mgg = V4(4)

@ In the backward recursive regression, any pair of deconfounders, (fs{,s), fs{,s) ), should satisfy:

E [ms sf21 (Ws-'_l-_ F;_[S](Rr'l)-. ey EEE_]I(RE_S"—I); E[s"—l]:s)

=E [ms 5 +1 (Ws"—l-. F;_IS](RH)-. ey E[-'S_JI(RLS"—I); 6[5’—1]:5)

N (Ry), ... F9(R) W, S > s]

1 s

FR). - FI(Ry). Rt Wi, S > s] :
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Estimation through Longitudinal Neural Network
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Recursive Estimation Algorithm to Avoid Direct Integration

@ Pseudo-outcome regression for segment s’ < s given the target segment s:
Mgt s :s :{f Js’:sﬂ)}:""zla 6{5"4—1]:5} - ]E[Yis" | Wis" :‘{f{S)(RJ's”:sﬂ)}:”zln SJ' = 5]:

where Yo is the expected outcome at the target segment s when all future treatments
from segment s’ + 1 onward are generated according to the stochastic intervention,

Vo 8515 +1(Wis)my 4 S(Wis’:_l"‘v:'.s“-i-l =1, {f{s]ﬁfs*nS”}}::Lll: (s 12):5)
5s*+1Ps +1(Wig) +1— ps 1 (Wis)
{1 — Ps’' +1 }ms i1)s( W;s Wie1=0, {f{ Ris”asﬂ)]’sn 1 5{s'+2) )
Ss11Ps+1(Wig) +1— pyry (Wig) |

@ Recursive estimation of the outcome model for segment s’ given the target segment s:

N
1 w — , 2
= —_— - et — : -l {sj - ' ’ s” : ’
.0} = argmin ?_1: 1{S; > s}{ws Moo (Wisr, | FE(Risn, 8" A )} 501104 )}
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Semiparametric Inference

@ Influence function: builds on prior work (Rotnitzky et al., 2017; Kennedy, 2019)
@ Rate condition: nuisance functions estimated at op(N_IMJ rate

@ Cross-fitting to estimate the asymptotic variance o(8)

@ Multiplier bootstrap for (1 — a) uniform confidence band for W4(4):

7s(6)
Vg

P (ws(ei) € [@s(a) + 81 o) forall s=1,... ,sm) S1-a.
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Super Mario Bros.™ Causal Benchmark Dataset

@ Setup
a Treatment W, appearance of Princess Peach
a Confounder Ui: number of pipes (a random walk)
@ Outcome Yi: number of jumps by Mario

@ Confounding: Princess Peach appears more frequently
when there are more pipes in each segment

Wi ~ Bernoulli(e + (1 — 2¢) - o(a + SUs))

@ Mario is played by a fixed reinforcement learning agent
@ realistic outcome model (complex black-box policy)
@ Princess Peach does not affect Mario’s jumps
¢ True causal effect is zero

¢ N = 10,000 videos with equal length and autoscroll
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Analysis Setup

@ l-second segments

@

Regenerate each video segment by Cosmos Tokenizer

« original video dimension: 460,800 = (320 height, 480 width, 3 channels)
4 dimension of internal representations: 38,400 = (16 channels, 40 height, 60 width)

Use 3-dimensional convolutional encoder in the neural network

@

@ Estimate the trajectory of the average number of jumps

@ contrast between § = 5.0 (more Peach appearance) and § = 0.5 (less Peach appearance)
@

Three estimators
@ Dynamic GPI (proposed)
@ Marginal Structural Models (MSM) adjusting for the number of pipes
© Marginal Structural Models without confounding adjustment

@ Same interventions and estimation strategies: only difference is confounding adjustment
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Validation Results

0.2 1

0.1 1

001

Estimated Difference in Jumps

0.1 1

Segment

=== Dynamic GPl === MSM with No Confounding Adjustment == MSM with Pipe Adjustment
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Empirical Application: Setup

@ 5-second segment, regenerated by Cosmos tokenizer as before

@ For audio data,

© use Whisper for auto-transcription with time stamps
@ use LLaMa3.1 (8B) to regenerate transcripts and obtain internal representations
© Hidden state for the final token: dimension = 4006

¢ Follow the same estimation strategy as the Mario experiment
@ Dynamic GPI: § = 0.5 (less appearance) and & = 5.0 (more appearance)
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Empirical Application: Results
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Concluding Remarks

@ GPI: leveraging GenAl for causal inference

s GenAl can (re)generate high-quality videos
@ Its internal representations contain all the information in a low-dimensional format
% We can use them to estimate the causal effects of specific video features in a dynamic setting

@ Paper: hhttps://imai.fas . harvard.edu/research/videocausal/
@ Open-source software GP| (GenAl Powered Inference):

https://gpi-pack.github.io/

@ Further extensions
# better use of speech / audio information

@ discovery of treatment features GPl
# policy learning with unstructured treatments
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